

bCloud AI Search
Enterprise AI Layer on Self-Hosted OpenSearch

 Setup, Verification & Operations Guide




1. Overview
bCloud AI Search is a fully self-hosted enterprise search platform running on your AWS EC2 instance. It combines:

OpenSearch — AWS-backed open-source search engine (Apache 2.0)
Vector / Semantic Search — AI-powered similarity search using 768-dim embeddings
bCloud AI Layer — Node.js API server connecting OpenSearch with Anthropic Claude AI
Web UI — Browser-based search interface with multi-tenant login
HTTPS/SSL — Encrypted, secure connections on port 443

All data stays on YOUR server. Nothing leaves your AWS infrastructure.

System Architecture
	Component
	Technology
	Port

	Search Engine
	OpenSearch 2.13 — 2-node cluster
	9200 (internal)

	AI Layer / API
	Node.js + Express + JWT Auth
	443 (HTTPS)

	Web Dashboard
	OpenSearch Dashboards
	5601

	AI Provider
	Anthropic Claude (claude-sonnet-4)
	API

	Vector Model
	sentence-transformers all-mpnet-base-v2
	768-dim

	Process Manager
	PM2
	—

	Containerization
	Docker + Docker Compose
	—




2. Starting the Server
After launching a new EC2 instance from the AMI, follow these steps in order.

Step 1 — Connect via SSH
ssh -i your-key.pem ubuntu@YOUR_INSTANCE_IP
sudo su
Step 2 — Set VM Parameter (Required for OpenSearch)
This must be run after every reboot — OpenSearch will not start without it.
sudo sysctl -w vm.max_map_count=262144
Step 3 — Start OpenSearch Cluster
cd /home/ubuntu/opensearch-enterprise
docker compose up -d
Wait 30–60 seconds for the cluster to initialize, then verify:
docker ps
Expected: 3 containers with status Up:
opensearch-enterprise-opensearch-node1-1        Up
opensearch-enterprise-opensearch-node2-1        Up
opensearch-enterprise-opensearch-dashboards-1   Up

Step 4 — Check Cluster Health
curl -X GET "http://localhost:9200/_cluster/health?pretty"
Expected output — status must be "green":
{
  "cluster_name" : "opensearch-cluster",
  "status" : "green",
  "number_of_nodes" : 2,
  "active_shards_percent_as_number" : 100.0
}

Step 5 — Start bCloud AI Server
Option A — Direct start (for quick testing):
cd /home/ubuntu/opensearch-enterprise/bcloud-ai
node server.js
Expected output:
bCloud AI Layer port 3000 running!

Option B — PM2 (Recommended — keeps server alive permanently):
cd /home/ubuntu/opensearch-enterprise/bcloud-ai
pm2 start server.js --name bcloud-ai
pm2 save
pm2 startup
⚠  Run the command that pm2 startup outputs — it registers PM2 to auto-start on reboot.

Step 6 — Test Server via Terminal
Open a second terminal (or use & to background the server), then run:
cd /home/ubuntu/opensearch-enterprise/bcloud-ai
curl -X POST http://localhost:3000/search \
  -H "Content-Type: application/json" \
  -d '{"query": "vector search"}'
Expected — JSON response with search results:
{"query":"vector search","sources":[{"title":"Vector Search","content":"...","score":0.63}]}

Step 7 — Verify via Public IP (Browser)
Open a browser and go to:
https://YOUR_EC2_PUBLIC_IP
⚠  Browser will show a security warning (self-signed certificate). Click Advanced → Proceed to continue.
Expected: Login screen with bCloud AI Search heading.

To check the server health endpoint directly:
curl http://YOUR_EC2_PUBLIC_IP:3000/

Expected: {"status": "bCloud AI Layer chal raha hai!"}

4. Accessing the System
4.1 Web Interface
Open any browser and navigate to:
https://YOUR_EC2_PUBLIC_IP
Default login credentials:

	Client
	Username
	Default Password

	Client 1
	client1
	password

	Client 2
	client2
	password




4.2 OpenSearch Dashboards (Admin Panel)
For index management, query testing, and cluster monitoring:
http://YOUR_EC2_PUBLIC_IP:5601
No login required. Use this to view indices, run queries, and monitor shard health.

4.3 Search API — Direct (Token Required)
Step 1 — Login and get JWT token:
curl -k -X POST https://YOUR_IP/login \
  -H "Content-Type: application/json" \
  -d '{"username":"client1","password":"password"}'
Step 2 — Use the token to search:
curl -k -X POST https://YOUR_IP/search \
  -H "Content-Type: application/json" \
  -H "Authorization: Bearer YOUR_TOKEN_HERE" \
  -d '{"query":"your search query here"}'


5. Enabling AI Answers (Anthropic API Key)
The search system returns relevant documents by default. To enable AI-generated answers powered by Claude, each one needs their own Anthropic API key.

Step 1 — Create an Anthropic Account
Go to: console.anthropic.com
Sign up with your email and verify OTP
Step 2 — Add Credits
Left sidebar → Billing → Add Credit Card
Add minimum $5 credit (sufficient for thousands of queries)
Step 3 — Generate API Key
Left sidebar → API Keys → Create Key
Copy the key — it starts with sk-ant-... and is shown only once
⚠  Save the key immediately — it cannot be retrieved again after closing the page.
Step 4 — Add Key to Server
cd /home/ubuntu/opensearch-enterprise/bcloud-ai
nano .env
Update this line with your actual key:
ANTHROPIC_API_KEY=sk-ant-your-actual-key-here
Save: Ctrl+X → Y → Enter
Step 5 — Restart Server
pm2 restart bcloud-ai
# OR:
pkill -f "node server.js"
node server.js &
After restart, AI-generated answers will appear alongside search results.
6. Indexing Your Own Documents
The system comes with 5 sample documents. Replace them with your own content:

Step 1 — Open the Indexing Script
cd /home/ubuntu/opensearch-enterprise
nano embed_and_index.py
Step 2 — Update the Documents List
Find the documents = [ ... ] section and replace with your data:
documents = [
    {
        'title': 'Your Document Title',
        'content': 'Full document content goes here...',
        'category': 'your-category'
    },
    {
        'title': 'Another Document',
        'content': 'More content...',
        'category': 'another-category'
    },
]
Step 3 — Run the Script
python3 embed_and_index.py
Each document is converted to a 768-dimensional AI vector and stored in OpenSearch for semantic search. Output will show each document's ID as it is indexed.
Step 4 — Verify Indexing
curl -X GET "http://localhost:9200/enterprise-docs/_count"
Expected: "count" matches the number of documents you indexed.
7. User Management
Each one has their own username, password, and Anthropic API key stored in users.json.

Open the Users File
cd /home/ubuntu/opensearch-enterprise/bcloud-ai
nano users.json
File Structure
{
  "clients": [
    {
      "id": "client1",
      "username": "client1",
      "password": "$2a$10$...(bcrypt hash)...",
      "anthropic_key": "sk-ant-client1-key"
    }
  ]
}
Generate a Password Hash
Passwords must be bcrypt-hashed — never store plain text:
node -e "const b=require('bcryptjs'); b.hash('new-password',10).then(h=>console.log(h))"
Copy the output hash ($2a$10$...) and paste it into the password field in users.json.
Add a New Client
Add a new object to the clients array in users.json, then restart the server:
pm2 restart bcloud-ai
Remove a Client
Delete that client's object from the clients array, then restart:
pm2 restart bcloud-ai

8. Server Restart Reference

Restart bCloud AI Server
# Using PM2 (recommended)
pm2 restart bcloud-ai

# OR manual
pkill -f "node server.js"
cd /home/ubuntu/opensearch-enterprise/bcloud-ai
node server.js &
Restart OpenSearch Cluster
cd /home/ubuntu/opensearch-enterprise
docker compose down
docker compose up -d
Check All Service Status
# Docker containers
docker ps

# Node server
pm2 status

# OpenSearch health
curl localhost:9200/_cluster/health?pretty
Stop Everything
pm2 stop bcloud-ai
cd /home/ubuntu/opensearch-enterprise
docker compose down
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